
Textual Analysis for the Social Sciences

SOCSC-UH 2213
Autumn 2018

Division of Social Science

Tuesday and Thursday, 4:05 to 5:20

Credit hours: Four

Instructor : Office hours:

Assistant Professor Daniel Karell Tuesday and Thursday; A5-1203
daniel.karell@nyu.edu 2:30 to 3:30, or by appointment

1 Course overview and goals

The computational analysis of large amounts of written material is becoming increasingly popular in the
social sciences. Recent research has used textual analysis to examine, for example, attitudes, culture, and
propaganda. This approach, however, raises many questions. What are textual data actually showing
us? How representative are textual datasets? Does textual analysis provide insight into social mechanisms
and causal processes? This course will address these, and related, questions by providing a foundational
introduction to textual analysis for the social sciences.

1.1 Learning outcomes

Upon completion of the course, students will be able to:

• Critique the use of textual data to answer social science research questions;

• Understand the logic and basic mathematical principles of empirical methodologies for textual analysis;

• Conduct several forms of analysis using textual data; and

• Present original research of textual data through narrative and visualization.

1.2 Activities and preparation

To achieve the learning goals, students will read a combination of early, theory-oriented articles and cutting-
edge research. In addition, students will learn how to conduct textual analysis for the social sciences through
a series of labs and an original final project.

Students must have a working familiarity with R at the start of the course. The successful completion of the
Data Analysis and Statistics courses is strongly recommended.
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2 Course methodology

2.1 Meeting

We will meet twice per week in a seminar setting. Students are expected to attend all seminars, prepared to
participate actively by completing assignments, presenting their work, and discussing the readings.

2.2 In-class reading responses

On the days that we discuss readings, a student will be responsible to offer a critique of the analytical
strategy introduced in the reading material. Put plainly, the student should present a well-reasoned case for
why researchers should not use the method in the reading. These critiques should address questions such
as, “what information is lost by using this method?” and “how might this method give us a misleading
impression of the textual data?” The critiques should last no more than 15 minutes. They will be graded on
a scale of 0 to 3 (indicating “unsatisfactory” to “excellent”).

2.3 Labs

Students will be expected to complete a lab assignment most weeks. A lab will entail following a series of
instructions and writing original code in R to complete empirical analyses of textual data. The instructions
will provide general guidelines, but students will be expected to use resources outside of the classroom to
determine how to complete all components of the lab.

Completed labs are due during class on the day specified in the syllabus. Students should be prepared to
discuss and present their work during class, as well as submit their own code script and any figures for
review. Labs will be graded on a scale of 0 to 3 (indicating “unsatisfactory” to “excellent”).

2.4 Course project

Students will complete original research projects that collect and analyze textual data to shed light on
an aspect of society. Because gathering textual data can be labor intensive, the research projects can be
conducted by individuals or in groups up to three in number. The research projects comprise the following
components:

1. Project design

(a) Identify a social scientific research question that can be meaningfully answered using textual data;

(b) The collection, organizations, and preprocessing of textual data;

(c) A transparent description of the data using visualizations, summary statistics, and prose;

(d) A well-reasoned justification for the empirical strategy used to analyze the data;

2. Project results

(a) The original execution of textual analysis, as well as a detailed description of the analysis;

(b) A presentation and explanation of the results of the analysis, using visualizations, prose, and,
when appropriate, inferential statistics;

(c) A discussion of how the findings do and do not provide an answer to the research question, as
well as of the limitations of the data and empirical strategy; and

(d) A complete list of published and on-line resources used to conduct the project. You should draw
on at least two of the recommend, but not assigned, readings.
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Components one through four (the “Project Design”) need to be completed by Week 9 of the course. They will
be presented using slides during a class meeting. Students will receive a letter grade for these components at
that time; grades indicate work that is “excellent”, “very good”, “sufficient”, or “not sufficient”. Components
five through eight (the “Project Results”) need to be completed by Week 15 of the course. As with the project
design, they will be presented using slides during a class meeting. Component eight, the list of cited work,
will be submitted as a PDF file. Students will receive a letter grade for these components at that time;
grades indicate work that is “excellent”, “very good”, “sufficient”, or “not sufficient”.

2.5 Grading

• Reading responses 20%

– Graded on a scale of 0 to 3 (“unsatisfactory” to “excellent”)

• Labs 20%

– Graded on a scale of 0 to 3 (“unsatisfactory” to “excellent”)

• Research design 30%

– Marked with letter grades (“excellent”, “very good”, “sufficient”, or “not sufficient”)

• Research results 30%

– Marked with letter grades (“excellent”, “very good”, “sufficient”, or “not sufficient”)

3 Courses materials

• Various published scholarly articles, found on the NYU Classes site

• Students should have R, RStudio, and RMarkdown installed on regularly accessible computers

4 Course schedule

Part I. Why use textual analysis for social science?

Week 1: Theory and textual analysis II

Reading: 1. Bearman, Peter and Katherine Stovel. 2000. “Becoming a Nazi: A Model for
Narrative Networks”, Poetics.

2. Kitchin, Rob. 2014. “Big Data: New Epistemologies and Paradigm Shifts”, Big
Data & Society.

Recommended: 1. Stovel, Katherine and Daniel Karell. 2015. “Narrative networks”, International
Encyclopedia of the Social & Behavioral Sciences.

2. Breiger, Ronald, et al. 2018. “Capturing Distinctions While Mining Text Data:
Toward Low-Tech Formalization for Text Analysis”, Poetics.

Lab: In-class labs: Basics of R and R Markdown
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Week 2: Theory and textual analysis II

Reading: 1. Nelson, Laura. 2017. “Computational Grounded Theory: A Methodological
Framework”, Sociological Methods & Research.

2. DiMaggio, Paul. 2015. “Adapting Computational Text Analysis to Social Science
(and Vice Versa)”, Big Data & Society.

Lab: Collecting and organizing textual data

Week 3: What can we do with textual data?

Reading: 1. Grimmer, Justin and Brandon Stewart. 2013. “Text as Data: The Promise and Pitfalls
of Automatic Content Analysis Methods for Political Texts”, Political Analysis.

2. Nelson, Laura, et al. 2018. “The Future of Coding: A Comparison of Hand-Coding and
Three Types of Computer-Assisted Text Analysis Methods”, Sociological Methods &
Research.

Lab: Preprocessing data and creating your corpus

Week 4: Textual data and social science

Reading: 1. Wilkerson, John and Andreu Casas. 2017. “Large-Scale Computerized Text Analysis
in Political Science: Opportunities and Challenges”, Annual Review of Political Science.

Recommended: 1. Healy, Kieran and James Moody. 2014. “Data Visualization in Sociology”, Annual
Review of Sociology.

Lab: Vizualizing and presenting your corpus

Part II. Categories of meaning: Topics and entities

Week 5: “Categories of meaning”

Reading: 1. Mohr, John, et al. 2013. “Introduction: Topic Models: What They Are and Why
They Matter”, Poetics.

2. Blei, David, et al. 2003. “Latent Dirchlet Allocation”, Journal of Machine Learning
Research.

Recommended: 1. Denny, Matthew and Spirling, Arthur. 2018. “Text Preprocessing for Unsupervised
Learning: Why It Matters When It Misleads, And What to Do About It”, Political
Analysis.

Lab: Using PreText to guide preprocessing

Week 6: Textual data and other variables

Reading: 1. Roberts, Molly, et al. 2014. “Structural Topic Models for Open-Ended Survey
Responses”, American Political Science Review.

Recommended: 1. Egami, Naoki, et al. 2018. “How to Make Causal Inferences Using Texts”,
Unpublished manuscript.

Lab: Structural topic models
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Week 7: Applying topic models

Reading: 1. Light, Ryan and Colin Odden. 2017. “Managing the Boundaries of Taste: Culture,
Valuation, and Computational Social Science”, Social Forces.

Recommended: 1. Blei, David and John Lafferty. 2006. “Dynamic Topic Models”, PICML
2. Lucas, Christopher, et al. 2015. “Computer-Assisted Text Analysis for Comparative

Politics”, Political Analysis.
Lab: Supervised topic modeling

Week 8

Fall break

Week 9: Entities

Reading: 1. Schuhmacher, Michael, et al. 2015. “Ranking Entities for Web Queries Through Text
and Knowledge”, CIKM.

2. Nanni, Federico. 2018. “Entity-Aspect Linking: Providing Fine-Grained Semantics of
Entities in Context”, JCDL.

Lab: Project topic and design presentation

Part III. Relationships: Network analysis of text

Week 10: The relationships between words

Reading: 1. Rule, Alix, et al. 2015. “Lexical Shifts, Substantive Changes, and Continuity in State
of the Union Discourse, 1790–2014”, PNAS.

Recommended: 1. Karell, Daniel and Michael Freedman. 2018. “Analyzing the Evolution of
Socio-Semantic Networks: A Synthesis of Topic and Stochastic Actor-Oriented
Models”, Unpublished manuscript.

2. Hoffman, Mark, et al. 2018. “The (Protestant) Bible, the (Printed) Sermon, and the
Word(s): The semantic structure of the Conformist and Dissenting Bible, 16601780”,
Poetics.

Lab: Networks of words using Cortext

Part IV. Order matters: Natural language processing

Week 11: What language tells us

Reading: 1. Bail, Chris. 2016. “Combining Natural Language Processing and Network Analysis to
Examine How Advocacy Organizations Stimulate Conversation on Social Media”, PNAS.

Lab: TextNets (https://github.com/cbail/textnets)

Week 12: Social analyses with NLP

Reading: 1. Garg, Nikhil, et al. 2018. “Word Embeddings Quantify 100 Years of Gender and Ethnic
Stereotypes”, PNAS.

Lab: Word2Vec
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Part V. Feelin’ it: Sentiment analysis

Week 13: What is sentiment analysis?

Reading: 1. Dodds, Peter, et al. 2009. “Measuring the Happiness of Large-Scale Written
Expression: Songs, Blogs, and Presidents”, Journal of Happiness Studies.

Recommended: 1. Flores, René. 2017. “Do Anti-Immigrant Laws Shape Public Sentiment? A Study of
Arizonas SB 1070 Using Twitter Data”, American Journal of Sociology.

Lab: Sentiment analysis evaluation
(https://github.com/dgarcia-eu/CSS Sentiment Tutorial)

Week 14: Using sentiment analysis

Readings: 1. Reagan, Andrew, et al. 2016. “The Emotional Arcs of Stories Are Dominated by Six
Basic Shapes”, EPJ Data Science.

Recommended: 1. Weidmann, Nils, et al. 2018. “The Use of Positive Words in Political Science
Language”, PS: Political Science & Politics.

Lab: Work on final project

Part VI. Conclusion

Week 15: Presentations of project findings

Lab: Project presentations

Week 16

Exam period
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